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Abstract. Principle Component Analysis (PCA) is an established tool for data analysis, which employs the scheme of rep-
resenting data by matrix factorisation. One concern of PCA and other matrix factorisation based models is the interpretability
of the resulted factors. It has been pointed out that properly designed constraints on the factors can rescue the interpretability.
Appropriately restricted factors can provide different views of the data. However, to implement various constraints in the
factorisation algorithms often poses challenges to researchers and practitioners.
In this paper, we present a unified probabilistic model for constrained factorisation models, which employs exponential
family distributions to represent the constrained factors. Our main objective is to provide a versatile framework, on which
prototype models with various constraints can be implemented effortlessly. For learning the proposed stochastic model,
Gibbs sampling is employed for model inference. We also demonstrate the utility and versatility of the model by experiments.

1 Introduction

Principle Component Analysis (PCA) have proven effective for analysing high dimensional data. PCA use a set of principal
component variables to succinctly represent the observations. The data are stored in a matrix, which is approximated by two
factor matrices of lower rank. One factor matrix contains the values of the principal component variables, and the other consists
of the weights for these variables. This linear factor scheme is also shared by a series of widely used data analysis tools, for
example, independent component analysis (ICA), and canonical component analysis (CCA) [9]. We will refer to these models
as component analysis (CA), which includes PCA.

Classical CA models solve for factors by optimising a particularly designed objective function. PCA [9], for example,
maximises the variance of the latent variables. The numerical objectives have succeeded and proved useful in many areas,
such as signal processing and image representation. However, optimisation towards the numerical heuristics can often lead to
inexplicable factors, and thus it is difficult to associate physical meaning to the resulted representations. This is suboptimal
for tasks such as knowledge discovery.

Recent research [6, 20] shows that the interpretability can be achieved by imposing constraints on the factors. For example,
if both factors are nonnegative, the model can be explained as assembling parts into a whole [10]. Sparsity is another relevant
assumption leading to interpretability and robustness [21]. However, to incorporate various constraints into the optimisation
problem demands considerable practical efforts and often yields difficult algorithmic problems. Therefore, a general treatment
of constrained CA models would be a helpful guideline for designing and evaluating models for new tasks.

In this paper, we propose a unified probabilistic model for constrained factorisation models. In a stochastic perspective, our
model can be considered as an exponential family extension to conventional PCA. In out framework, each factor is modelled
by using a exponential family distribution (EFD), which incorporates various constrains. We will thereafter refer to our model
as exponential family factor PCA, EFFPCA for short. The probabilistic treatment of the factors permits us to discuss the
confidence about the factors, to encode task-specific prior knowledge or to deal with missing values. More importantly, the
probabilistic unification detaches the general model structure and learning method from the specific choice of constraints,
which varies with tasks.

We adopt Gibbs sampling for model inference. The probabilistic structure of CA permits efficient implementation of a
Gibbs sampler [18]. In addition, Gibbs sampling is adaptable to general EFDs. To evaluate a constraint entails only a minor
effort of altering a paradigm algorithm. This would be a boon to designers of prototype models.

In Section 2, we introduce relative work in the literature to EFFPCA. In Section 3, we specify the model in detail and
develop examples of Gibbs samplers. Section 4 demonstrates the proposed model with experiments. Section 5 concludes the
paper.

2 Related Work

Data analysis by segregating integral components is a classical scheme and includes many useful models, e.g. PCA and ICA
[9]. The proposed EFFPCA mainly relates to three groups of developments of CA modes as follows.
Probabilistic component analysis Probabilistic PCA has been proposed to reformulated PCA as finding the maximum likeli-
hood estimate for a generative model [19], where [3] is an extension of a Bayesian model selection. Recently, Markov Chain
Monte Carlo (MCMC) has been considered for probabilistic [16] Probabilistic treatment enriches a model both semantically
and empirically, and thus is employed extensively. More examples are given below. EFFPCA extends existing models in two
aspects: (i) EFFPCA extends the factor model from Gaussian to general EFDs, and (ii) EFFPCA employs an additional layer
of random variables of the factor parameters and allows us to influence the factors via amenable parameters of an EFD.
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Constrained component analysis As mentioned above, heuristic constraints have been introduced to classical CA models
for interpretability [6]. Lee and Seung [10] propose to constrain factors to be nonnegative. Sparsity on each of the factors
is also found useful [21, 15]. Recently, probabilistic models are proposed for the constrained models. Moussaoui et al. [14]
and Schmidt et al. [18] used the gamma and exponential distributions to model nonnegative factors, respectively. Schmidt
[17] applied extra linear constraints to probabilistic NMF, and demonstrated the model for blind source separation. Cemgil
[4] derived probabilistic NMF from a Poisson factor model. Guan and Dy [7] imposed zero-concentrated priors on the factors
for sparsity. Those models employ different density distributions and learning schemes to handle various types of constraints.
EFFPCA unifies the factor models in the form of general EFDs and adopts Bayesian learning.

Generalised component analysis EFDs have been introduced to component analysis by [5] (EPCA). Mohamed et al. [13]
proposes a Beyesian treatment of EPCA. Lee et al. [11] introduces EPCA sparse constraint. The previous models employ
EFDs to link two real-valued factors to the observations, which can be of general types [12, 2]. EFFPCA, on the other hand,
focuses on the factors, which can be constrained to be of non-real-valued forms.

3 Probabilistic Generalised Component Analysis

In this section, we introduce exponential family factor principal component analysis (EFFPCA). After introducing our nota-
tions, we differentiate EFFPCA from related models, followed by details of EFFPCA. We then provide a case study of the
factor model and demonstrate how to apply Gibbs sampling for model inference.

Table 1. Frequently used notations

N number of observations d number of input variables
q number of components
xn the n-th observation, [d × 1] X data matrix, [d × N ]
G component matrix, [d × q] H score matrix, [q × N ]
gj the j-th component vector, [d × 1] hn scores for xn, [q × 1]
W natural parameters of G, [d × q] Y natural parameters of H, [q × N ]

Our notation conventions are as follows. We use boldface Latin letters for matrices and vectors, where uppercase is for
matrices and lowercase for vectors. A vector is a column vector by default. A column of a matrix is denoted by a corresponding
vector, e.g. xn represents the n-th column of X. We consider models approximating the data matrix with factor product:
Factor1 × Factor2 → Data. We refer to the columns of Factor1 as components, and the columns of Factor2 as latent variables.
Table 1 lists frequently used symbols.
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Fig. 1. Diagrams of component analysis models
(a) PPCA, (b) NMF/Sparse PCA, (c) EPCA and (d) EFFPCA (see in text for details). Diamond dot represents deterministic constrained
parameters that are regularised or constrained. The double-line circle in (c) means that Θ is a deterministic function of its parents G and H.
Bold blue arrows indicate CPDs of exponential family.

Figure 1 compares EFFPCA with related models. (a) shows the model of PPCA [19], where both factors are in Euclidean
space. (b) represents deterministic models with particular regularisation or constrains on the factors [10, 21] (c) represents
EPCA [5], which deals with observations of general types by employing EFDs. The subfigure contains an intermediate vari-
able, Θ, for the product of factors. The conditional probability distribution (CPD, i.e. likelihood here) of observations given Θ
is in the form of exponential family (shown in a bold blue arrow). (d) represents EFFPCA, where we adopt exponential family
for CPD of factors given the parameters. Exponential family CPD allows factors of general types. The natural parameters of
the EFDs of the factors constitute an extra layer of random variables in EFFPCA.
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3.1 Model specification

In EFFPCA, each factor follows an EFD. They are specified by their respective natural parameters,

p(G|W) = Expon1(G|W) = exp(G � W)h1(G)g1(W) (1)

p(H|Y) = Expon2(H|Y) = exp(H � Y)h2(H)g2(Y), (2)

where (i) Expon1 and Expon2 represent two EFDs; (ii)� denotes element-wise product; and (iii) h1(G) represent
∏

ij h1(Gij).
The natural parameters follow their respective prior distributions, q(W) and q(Y), for which we can either use a flat prior or
encode task-specific preference on the factors. We will revisit the treatment of W and Y later.

The next step is to specify CPD of the observations given the factors. We adopt Gaussian for the observations,

p(X|G,H) =
N∏

n=1

d∏
i=1

N (Xi,n; [GH]i,n, σ2), (3)

where σ2 is the variance of the noise, and [·]a,b refers to an entry of a matrix. The Gaussian CPD corresponds to the squared
error objective used in the deterministic models [10, 21]. Although squared error may not be always geometrically meaningful,
the CPD is sensible for a CA model: As a likelihood function, it assigns higher probability density to factors that better
reconstruct observations and reaches the maximum for precise reconstruction.

We use the gamma distribution for the prior of σ−2,

p(σ−2|a0, b0) = Γ (σ−2|a0, b0), (4)

where a0 and b0 are the shape and the inverse scale parameter, respectively.
Putting all CPDs and priors together, the joint distribution over variables in EFFPCA is

p(X,G,H,W,Y, σ−2) = p(X|G,H)p(G|W)p(H|Y)q(W)q(Y)p(σ−2)

=
N∏

n=1

d∏
i=1

exp
( − σ−2

2
(Xi,n − [GH]i,n)2

) d∏
i=1

q∏
j=1

[
exp(Gi,jWi,j)h1(Gi,j)g1(Wi,j)q(Wi,j)

]

q∏
j=1

N∏
n=1

[
exp(Hj,nYj,n)h2(Hj,n)g2(Yj,n)q(Yj,n)

]
(σ−2)a0−1 exp(−b0σ

−2)/Z, (5)

where we have expanded (1) and (2), and Z is the constant in the gamma distribution.

3.2 Inference via Gibbs sampling

For inference, we draw samples from the posterior distribution of the hidden variables by Gibbs sampling. To simulate the
joint posterior distribution of all the hidden variables, Gibbs sampling draws in turn a sample for each hidden variable from
the 1-D CPD given all the other variables, and the sample sequence converges to the posterior distribution.

Sampling the factor To sample from the CPD of G i,j , we consider the relevant terms in the joint distribution (5)

p(Gi,j |X,G\(i,j),H,W,Y, σ−2)

∝ exp
{
− σ−2

2

N∑
n=1

(Xi,n −
q∑

k=1

Gi,kHk,n)2
}

exp(Wi,jGi,j)h1(Gi,j)

=N (Gi,j ; μ(t), σ
2
(t))h1(Gi,j), (6)

where the subscriptor \(i,j) represents “except the (i, j)-th element”, and we have

μ(t) =
σ2

(t)

σ2

N∑
n=1

Hj,n(Xi,n − Fi,n) + σ2
(t)Wi,j

σ−2
(t) =σ−2

N∑
n=1

Hj,n
2 , and Fi,n =

q∑
k=1,k �=j

Gi,kHk,n, (7)

where the subscriptor (t) means a temporary variable of the current step of sampling. This is a product of a Gaussian and a
function h1. We will show examples of h1 later, which depends on the specific choice of the exponential family distribution
of factor G. The sampling of Hj,n is analogous to that of Gi,j .
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Sampling the parameter For the CPD of Wi,j , the relevant terms in (5) are

p(Wi,j |X,G,H,W\(i,j),Y, σ−2) ∝ exp(Gi,jWi,j)g1(Wi,j)q(Wi,j), (8)

where similar to the function h1, g1 depends on our choice of the factor distribution of G.

Sampling σ−2 The relevant terms in (5) on σ−2 are

p(σ−2|X,G,H,W,Y) ∝ Γ (σ−2|a, b), (9)

where the parameters of the gamma distribution is a = a0 and b = b0 + 1
2‖X − GH‖2

F , and ‖ · ‖F represents the Frobenius
norm.

3.3 An examples constrained factor model

To clarify and motive the proposed notion of EFFPCA, we provide a case study of implementing a constrained factor model.
In particular, we show how to reproduce the non-negativity constraint in the factors. We will take the model of G i,j and Wi,j

for example. The discussion also applies to the factor model of H and Y.
A factor model can implement the non-negative constraint by adopting the exponential distribution as the density function

[18]. For the inference in EFFPCA, it suffices to specify h1(Gi,j) and the sampling for Wi,j .
To begin with, we check the conventional form of the density function of a exponential distribution

p(Gi,j |λ) = λ exp(−λGi,j), (10)

where we use λ to denote the mean parameter of an EFD, and we have G i,j ≥ 0 and λ ≥ 0.
Then we align the exponential distribution (10) with the canonical form of exponential family distribution, which is used

by EFFPCA. We recapitulate (1) in scalar form for convenient reference

p(Gi,j |Wi,j) = exp(Wi,jGi,j)h1(Gi,j)g1(Wi,j). (11)

The limitation of the domain of the density function in (10) can be assimilated in the support set of the density in canonical
form (11). Then we have

h1(Gi,j) = 1[Gi,j ≥ 0], (12)

where 1[C] represents logical test, it gives 1 when C holds, and 0 otherwise. Therefore the density, from which we sample
Gi,j , is a truncated Gaussian.

For sampling Wi,j , we first generate a sample of λ. The conjugate prior for λ is the gamma distribution, which gives the
posterior of λ

p(λ|Gi,j) = Γ (λ|β0 + 1, β1 + Gi,j), (13)

where (β0, β1) are the hyper-parameters. Given Gi,j , we draw a sample of λ from (13). The canonical link is

Wi,j = −λ, (14)

which transforms the posterior samples of λ to those of W i,j .

4 Experiment

Decomposition of handwritten digit images In this experiment, we use the data of the USPS handwritten digits [8] and equip
EFFPCA with two exponential distribution factor models for nonnegative analysis. The digit images are vectors of 256 pixel
intensities in [0, 1]. We take 50 images of each digit and make a training set of 500 images.

Figure 2 shows the components obtained by three models on the two training sets. The tested models are PCA, nonnegative
matrix factorisation (NMF) [10], and probabilistic NMF. For the probabilistic NMF, we instantiate our general framework of
EFFPCA. We specialise EFFPCA by choosing the exponential distribution as the factor model. Exponential distribution is
supported only over the nonnegative values, thus it imposes the constraint in a naturally stochastic manner.

As illustrated by the figure, the special case of EFFPCA reproduces the part-based decomposition of the images of the
digits. The resulted components resemble those given by NMF and are more interpretable than the results of PCA.
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Fig. 2. Nonnegative decomposition of handwritten digits

 

(PCA) probabilistic component analysis, (NMF) nonnegative matrix factorisation, (PNMF) probabilistic NMF. 8 most weighted compo-
nents of the models are shown, which is implemented by using exponential distribution in the factor models in EFFPCA.

(a)
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(c)

≈ + + + + +
× × × × × ×

3.1972 2.5429 1.5605 1.5095 1.1571 1.0692

Fig. 3. Inference of the missing values in face images

Left: Nonnegative reconstruction of the faces. (a) data with missing values; (b) recovered images by probabilistic NMF, PSNR: 16.49 dB;
(c) true data. Right: reconstruction by combining PNMF components, where the coefficients is shown under each component.

Inference of missing values In this experiment, we infer missing values in face images. We include only 3 complete samples
from the Yale face dataset [1] and let all missing values happen at the same positions taking 50% area of an image (see Fig.
3(left, a)). We apply probabilistic NMF on the data. The nonnegative constraint results components that resemble meaningful
parts of the faces. From those components, our probabilistic model infers the missing part of the images. The figure also
illustrates the details of combining these parts into a facial image.

5 Conclusion

In this paper, we develop a probabilistic model for component analysis with general constrained factors. The unified treatment
to different types of constraints is achieved by representing the factors with exponential family distributions. We employ Gibbs
sampling for the model inference, and exemplify the method with an example of exponential distribution that corresponds to
the nonnegative constraint.
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Left: Nonnegative reconstruction of the faces. (a) data with missing values; (b) recovered images by probabilistic NMF, PSNR: 16 .49 dB;

(c) true data. Right: reconstruction by combining PNMF components, where the coefficients is shown under each component.

Inference of missing values In this experiment, we infer missing values in face images. We include only 3 complete samples

from the Yale face dataset [1] and let all missing values happen at the same positions taking 5 0 % area of an image (see Fig.

3(left, a)). We apply probabilistic NMF on the data. The nonnegative constraint results components that resemble meaningful

parts of the faces. From those components, our probabilistic model infers the missing part of the images. The figure also

illustrates the details of combining these parts into a facial image.

5 Conclusion

In this paper, we develop a probabilistic model for component analysis with general constrained factors. The unified treatment

to different types of constraints is achieved by representing the factors with exponential family distributions. We employ Gibbs

sampling for the model inference, and exemplify the method with an example of exponential distribution that corresponds to

the nonnegative constraint.
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